TimeZero: Temporal Video Grounding with Reasoning-Guided LVLM
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Figure 1. Illustration of TimeZero on temporal sentence grounding task. Given a long video and a textual query, TimeZero identifies
the corresponding temporal segment within the video. It generates responses by first thinking before providing the timestamps. TimeZero
trained with RL outperforms the model trained with SFT and the base model on both in-domain [31] and out-of-domain [5] tests.

Abstract

We introduce TimeZero, a reasoning-guided LVLM de-
signed for the temporal video grounding (TVG) task. This
task requires precisely localizing relevant video segments
within long videos based on a given language query.
TimeZero tackles this challenge by extending the inference
process, enabling the model to reason about video-language
relationships solely through reinforcement learning. To
evaluate the effectiveness of TimeZero, we conduct exper-
iments on two benchmarks, where TimeZero achieves state-
of-the-art performance on Charades-STA.

1. Introduction

With the rapid development of large vision-language mod-
els (LVLM) in video understanding [13, 16, 32, 39], re-
cent efforts [4, 17, 29, 37] have focused on extending their
capabilities to understand long videos. One key task in
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long video understanding is Temporal Video Grounding
(TVG) [3, 10, 14, 19], requiring Al systems to localize
visual content corresponding to a textual query within an
untrimmed video. For example, a user may prompt the
model to retrieve the time interval where “a person carries
a cup of water.” Despite being pretrained on massive high-
quality data that exceed domain-specific benchmarks [31]
by at least 100x, LVLMs [37] with over 7B parameters sur-
prisingly underperform compared to small models with as
few as 9M parameters [12].

We attribute this phenomenon to the prevailing training
paradigm of LVLMs. LVLMs are typically trained using
Supervised Fine-Tuning (SFT) [7, 8, 23, 24], where they
learn to regress timestamps directly. However, in TVG
tasks, the visual content relevant to a given textual query
often constitutes less than 20% of the total video dura-
tion [40], meaning that irrelevant visual information over-
whelmingly dominates the input. Consequently, effective
TVG requires additional reasoning steps to filter out redun-
dant visual content and accurately localize the target video
clip. Recently, the chain-of-thought post-training [1, 26]
has shown that LLMs can enhance their reasoning abilities



by first engaging in a thinking process before generating
answers, particularly through pure reinforcement learning
(RL). Inspired by these advances, we propose increasing
the number of reasoning steps to address the temporal chal-
lenges in the TVG task.

In this paper, we introduce TimeZero, a strong
reasoning-guided LVLM for video grounding. TimeZero is
trained by pure reinforcement learning with group relative
policy optimization (GRPO) [1, 30]. Specifically, we design
several rule-based rewards to facilitate RL training, contain-
ing format-related reward and the Intersection over Union
(IoU) reward between predictions and ground truths. Ex-
tensive experiments demonstrate that TimeZero surpasses
both specialized models and LVLMs on Charades, achiev-
ing state-of-the-art performance. Additionally, it also out-
performs other LVLMs by a large margin on ActivityNet.

2. Related Works

Temporal Video Grounding. @ The Temporal Video
Grounding (TVG) task [2, 9] requires localizing temporal
segments within an untrimmed long video given a language
query. Early works generally employed hand-designed
mechanisms such as sliding window approaches [2, 9] or
cross-modal alignment frameworks [15, 20-22, 38, 41].
For example, Liu et al. [22] propose iterative intra-modal
and inter-modal fusion modules to align semantics between
video and language. Despite improving benchmark perfor-
mance, these approaches introduce increasingly complex
architectures, adversely affecting their reproducibility and
generalization. Recently, the LVLMs demonstrate promis-
ing results in temporal understanding tasks [17, 29, 37]. For
instance, TimeChat introduces a time-aware frame encoder
and a sliding video Q-former to compress video tokens, then
conducts instruction tuning on time-sensitive tasks such as
TVG. However, these models are both computationally in-
tensive and present inferior performance compared with
earlier approaches. In this work, we unleash the potential
of LVLMs in the TSG task, establishing a new state-of-the-
art performance, as shown in Figure 1.

Reasoning in LVLMs. In large language models (LLMs),
Chain-of-Thought (CoT) [18, 34, 35, 43] is an important
reasoning paradigm where the LLM first thinks before gen-
erating a response. Early implementations of CoT primar-
ily rely on prompting or supervised fine-tuning (SFT) to
develop this reasoning ability. For example, the classic
work [34] is to prompt LLM with “think step by step” in-
structions. Recently, models such as OpenAl-ol [26] and
DeepSeek-rl [1] have further advanced LLM reasoning by
introducing reinforcement learning to post-train models for
“slow thinking”, also termed as “inference-time scaling”.
This method extends the length of the reasoning process at
inference time, leading to consistent performance improve-
ments across various tasks. Inspired by this paradigm, some

studies have explored its potential in the vision domain. For
instance, R1-V [6] demonstrate that LVLMs trained with re-
inforcement learning exhibit superior generalization on im-
age reasoning tasks. However, it remains unclear whether
a similar phenomenon occurs in video understanding. To
bridge this gap, we investigate the effectiveness of this
paradigm in long video understanding, providing empiri-
cal evidence that models trained by RL with inference-time
reasoning can enhance video grounding capability.

3. Method

The Temporal Video Grounding (TVG) task aims to tempo-
rally localize video segments corresponding to given textual
queries in long-form videos. A video is represented as a se-
quence of T frames {z1, ..., 27}, the language query is g,
and the target segment is defined by its temporal boundaries
[ts,te] where ts, t. € RT.

Next, we introduce TimeZero to unleash the potential of
an LVLM model for the TVG task through pure reinforce-
ment learning. We first introduce the background of training
with reinforcement learning in LLM in Section 3.1. Next,
we describe how we train the TimeZero in Section 3.2.

3.1. Background of GRPO: RL for LLM

As a pioneer in open-sourced LLM excelling in reasoning,
DeepSeek-R1 [1] adopts group relative policy optimization
(GRPO) [30], a reinforcement learning algorithm, to train
LLMs to incentivize reasoning capability at inference time.
This method optimizes the policy model 7y (i.e., the LLM)
using a rule-based reward function, particularly suitable for
tasks with well-defined answers such as mathematical rea-
soning. In the GRPO framework, given an input question p,
the LLM samples G candidate responses o = {01, ..., 0¢}.
A reward function 7(-) is designed to compute the re-
sponses’ rewards {r(o1),...,7(og)}. GRPO makes the
LLM generate answers with a higher value of weighted
summed reward R(0), defined by:

G
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where 7y (0) denotes the probability of LLM to generate the
response o, and 7y,,, represents the parameters of the LLM
model at a recently optimized state. The final training ob-
jective includes a KL-divergence term [1] Dky,(+|-) to pre-
vent the optimized policy my from deviating far from the
original LLM parameters 7 cf:

H}‘_%X EONﬂ'Qold (p) [R(O) - ﬁDKL (7(-9 ||7Tref)] (2)

where [ is a hyperparameter.
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Figure 2. Comparison of different approaches for the TVG task,
including Video-Language Pretraining (VLP) [12, 25], Supervised
Fine-Tuning (SFT) [27, 37], and RL (ours).

3.2. TimeZero: RL for Temporal Video Grounding

In the video grounding problem, the video segments rel-
evant to the textual query constitute only a small portion
of the entire long video. For LVLMs, we argue that the
model should not directly output timestamps but rather al-
locate computational resources to reasoning for fully un-
derstanding the video-language relationship before the final
prediction. To achieve this goal, we adopt the GRPO-based
RL training framework for the LVLM model to enable the
model to reason before localization, as described below.
Reward Modeling. The definition of the reward r; guides
the model’s learning objective. To facilitate the VTG task
with a reasoning process, we define the reward function
based on the reasoning template 7,1, and the Intersection
over Union (IoU) 1,y required for the TVG task.
» Template Reward 7¢o,m(-): the reasoning template re-
ward requires the LVLM to respond like “<think> ...
</think> <answer><t,><to/and><t.></answer>"":

= 3)

0,if o has wrong fromat
Tform (0) =

1,if o has correct fromat

* ToU Reward r1,u(+): we require the model to generate
output segment [ts, t.] with high IoU on ground-truth seg-
ment ¢/, ¢/, computed as:

sy 7e’

[tsate} N [tsat(z] (4)

T1ou(0) = m

where AN B and AU B denote the union and intersection
between sets A and B, respectively.
The overall reward function is computed as their sum:

T(O) - Tform(o) + TloU (0) (5)

GRPO Training. The LVLM F(-) takes the given video
and language query as input and outputs G responses
{01, ...,0¢}, where the i-th response is:

Oi:]:(xlw"amt;q) (6)

Table 1. Performance of temporal video grounding task on
Charades-STA in fine-tune settings. The models marked with an
asterisk (*) indicate results from zero-shot testing.

Method Type ‘ R1@0.3 R1@0.5 R1@0.7
SSRN [44] VLP - 65.5 42.6
SnAG [25] VLP - 64.6 46.2
EaTR [12] VLP - 68.4 44.9
ChatVTG* [27] SFT 52.7 33.0 15.9
VideoChat-Flash* [17]  SFT 74.5 53.1 27.6
TimeChat [29] SFT - 46.7 23.7
HawkEye [33] SFT 72.5 58.3 28.8
TRACE [11] SFT - 61.7 41.4
VideoChat-T [37] SFT 79.4 67.1 43.0
TimeZero (ours) RL ‘ 83.3 72.5 47.9

Then, we calculate the summed reward by Equation (1) and
optimize the LVLM with the objective of Equation (2). Dur-
ing training, only the LLM parameters are optimized.

4. Experiments

4.1. Experimental Setup

Benchmarks. We evaluate the performance of our model

on two widely used public datasets: (1) Charades-STA [31],

which contains 6,672 long videos depicting indoor scenes

of daily human activities. The official splits include 12,408

clip-query pairs for training and 3,720 for testing. (2) Ac-

tivityNet [5], comprising 20K long videos with an aver-
age of 3.65 clip-query pairs per video. Following previ-
ous work [12, 42], we adopt the standard dataset splits with

37,421 training, 17,505 validation, and 17,031 test samples.

Implementation Details. Our model is fine-tuned on

Qwen2.5-VL-7B [4]. To balance training efficiency and

memory usage, video frames are sampled at 2 FPS, and each

video input is adaptively resized to 2.8 million pixels. Our
training uses a batch size of 1 for 1 epochs. All experiments
are conducted on 4x A800 GPUs.

Evaluation Metrics. Following [29, 37], we adopt the

“R1@m” evaluation strategy, which measures the percent-

age of cases where the IoU of the top-1 prediction exceeds

a given threshold m, where m € {0.3,0.5,0.7}.

Method Comparison. TimeZero (RL) is compared with

the following two types of approaches, including video-

language pretraining (VLP) and supervised fine-tuning

(SFT), as illustrated in Figure 2.

* VLP: Utilizing pretrained visual and text encoders like
CLIP [28] to extract video and text features, these spe-
cialized models design cross-modal and moment decoder
modules to generate time interval proposals. The times-
tamps are generated following a traditional video detec-
tion paradigm [25, 38, 42].

e SFT: Based on LVLMs with 7B sizes, these models [27,
29, 37] are supervised by an autoregressive loss to gener-



Table 2. Performance of temporal video grounding on ActivityNet.

Method Type | RI@0.3 RI1@0.5 R1@0.7
DRN [36] VLP - 45.45 24.36
2D-TAN [42] VLP - 46.16 29.21
SSRN [44] VLP - 54.49 33.15
SnAG [25] VLP - 48.55 30.56
EaTR [12] VLP - 58.18 37.64
HawkEye [33]  SFT | 559 34.7 17.9
TRACE [11] SFT 54.0 377 24.0
TimeZero (ours) RL ‘ 68.6 47.3 26.9

ate the number of timestamps. These models typically use
a large amount of video grounding data for pretraining.

4.2. Comparison with State of the Art

TimeZero outperforms VLP-based models on Charades.
TimeZero is the first LVLM model to surpass previ-
ous VLP-based models in TVG tasks. For instance, on
Charades-STA in Table 1, TimeZero achieves an R1@0.7
score of 47.9, outperforming EaTR [12]’s 44.92 by +2.98.
Additionally, at R1@0.5, our model exceeds EaTR by +4.1.
Note that our model achieves superior performance despite
using fewer pixels as input compared to VLP-based mod-
els. While the VLP typically processes video inputs with
64 frames of 224x224 resolution, totaling 3.2M pixels,
TimeZero operates with only 2.8M pixels.

TimeZero is competitive with VLP-based models on Ac-
tivityNet. Table 2 shows that TimeZero outperforms some
classic methods, such as surpassing DRN [36] by +2.54 in
R1@0.7. Previous LVLM methods all lag behind classic
methods. However, it falls behind approaches like EaTR.
One reason is that the longer video durations in ActivityNet
result in larger compression rates in TimeZero. While clas-
sic methods use a video input of 10M pixels, i.e., 200 frames
with 224 x224 resolution, ours is limited to 2.8M. In the
future, we will align our input processing with traditional
methods to achieve better performance.

TimeZero surpasses the SFT-based LVLMs. On the Cha-
rades, as shown in Table 1, TimeZero’s R1@0.7 is +4.9
percentage points higher than VideoChat-T [37], and its
R1@0.3 improved by +3.9 percentage points. VideoChat-T
collected 349K high-quality, temporally-related data sam-
ples for SFT. On the ActivityNet, TimeZero also outper-
forms the current state-of-the-art large video grounding
model TRACE [11], improving the R1@0.7 by +2.9 and
the R1@0.3 by +14.6 percentage points. This demonstrates
that rule-based RL can effectively unlock the strong capa-
bilities of the foundation VLM [4] for the TVG task.

4.3. Quantitative Analyses

Stronger in-domain performance of RL-based models.
Among different methods in Table 3, RL yields the highest

Table 3. Impact of incorporating CoT during test time across dif-
ferent training paradigms on Charades-STA. The “RL w/o CoT”
denotes training models without thinking templates. We imple-
ment the test-time CoT as prompting models to think with the
“<think>...</think>" template.

Method Test CoT ‘ R1@0.3 R1@0.5 R1@0.7
Base X 439 25.7 11.7
Base v 34.1 19.1 8.4
SFT X 72.3 60.3 38.6
SFT v 72.7 60.8 38.0
RL w/o CoT X 81.2 70.5 47.1
RL w/o CoT v 75.3 62.4 38.7
RL (ours) X 82.1 70.6 47.5
RL (ours) v 83.3 72.5 47.9

Table 4. Out-of-domain generalization test, where models are
trained on Charades-STA and tested on ActivityNet.

Method | RI@0.3 RI@0.5 RI@0.7
Base 20.0 114 59
SFT 32.0 153 6.3
RL w/o CoT | 422 25.8 143
RL (ours) 45.6 26.5 16.5

performance gain compared with base models, surpassing
SFT by 49.9 in R1@0.7.

Superior OOD generalization of RL. As shown in Ta-
ble 4, we train the model on Charades and test it on Ac-
tivityNet. RL demonstrates remarkable generalization ca-
pability, while SFT shows marginal improvement.

RL training with CoT provides further improvements.
Comparing the results of “RL” and “RL w/o CoT” in Ta-
bles 3 and 4, we observe that training the model with CoT
consistently outperforms training without it. This suggests
that reasoning before answering during training not only
enhances the model’s in-domain performance but also im-
proves its generalization ability. The model performs better
even without CoT during inference.

RL benefits from reasoning at test time. As shown in the
”Test CoT” column of Table 3, for models where RL train-
ing has enabled spontaneous CoT, using CoT during test-
ing leads to further performance improvements. However,
other models struggle to improve or even show performance
degradation when using CoT.

5. Conclusion

In this paper, we introduce TimeZero, a chain-of-thought
reasoning-guided LVLM trained for temporal video ground-
ing by pure reinforcement learning. Experiments demon-
strate that TimeZero achieves state-of-the-art performance
on Charades, surpassing specialized models for the first
time. Additionally, our analyses indicate that RL with CoT
training is the key to generalizing TVG tasks.
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